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Abstract: Sustaining global food security amid a growing world population demands advanced
breeding methods. Phenotyping, which observes and measures physical traits, is a vital component of
agricultural research. However, its labor-intensive nature has long hindered progress. In response, we
present an efficient phenotyping platform tailored specifically for cucumbers, harnessing smartphone
cameras for both cost-effectiveness and accessibility. We employ state-of-the-art computer vision
models for zero-shot cucumber phenotyping and introduce a B-spline curve as a medial axis to
enhance measurement accuracy. Our proposed method excels in predicting sample lengths, achieving
an impressive mean absolute percentage error (MAPE) of 2.20%, without the need for extensive data
labeling or model training.

Keywords: plant phenotyping; cucumber; segmentation; zero-shot learning; deep learning; trait

1. Introduction

Sustaining global food security in the face of a growing world population remains
a persistent challenge. Meeting this challenge necessitates the continuous development
of advanced breeding methods. Modern genomics-assisted breeding (GAB) represents
a pivotal approach in this context, involving the intricate analysis of a plant’s genetic
makeup to identify specific genes or markers linked to desirable traits. This genetic insight
empowers breeders to make informed choices when selecting parent plants for crossbreed-
ing, ultimately yielding new plant breeds that inherit the desired traits. Central to the
success of GAB is phenotyping—a vital component that complements genetic analysis.
Phenotyping encompasses the detailed observation and measurement of a plant’s physical
and biochemical traits. It plays a pivotal role in identifying valuable traits for crop improve-
ment, validating genetic predictions through data collection, and refining the selection
process. However, the labor-intensive nature of phenotyping poses a substantial bottleneck
in the GAB pipeline, as acknowledged in recent studies [1]. This challenge has catalyzed
the development of high-throughput phenotyping platforms aimed at streamlining the
process. In this context, cucumbers emerge as a particularly significant crop in South Korea.
Our study is dedicated to the development of an efficient high-throughput phenotyping
platform tailored specifically for cucumbers.

Past research in high-throughput phenotyping has predominantly explored the use of
advanced sensors like LiDAR [2] and multi-view stereo cameras [3,4] to capture compre-
hensive three-dimensional plant data. While these methods excel in accurately measuring
plant size, they often require sophisticated and costly phenotyping platforms. In contrast, a
simpler phenotyping platform that leverages commonplace smartphone cameras can offer
both cost-effectiveness and accessibility [5–7]. In previous works by Dang et al. [5,6], they
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measure the size and color of white radish and pumpkin from images taken by smartphone
cameras. Similarly, Liu et al. [7] develop a smartphone application called PocketMaize to
measure traits for maize plant. In these works [5–7], plant parts are segmented from images
using different image segmentation models followed by skeleton morphological operations
to obtain the medial axis for further downstream processes. Specifically, these works [5–7]
employ supervised image segmentation models, including MaskRCNN [8], SOLO-v2 [9],
and DeepLabV3+ [10]. Hence, these methods require labeled data for training the image
segmentation module.

In the era of deep learning, computer vision tasks are increasingly dominated by
supervised algorithms, which necessitate extensive data labeling and model training.
While self-supervised methods are gaining traction for their data-efficient nature [11,12],
supervised approaches continue to prevail when adapting computer vision techniques to
different fields, including agriculture [5–7,13]. The reason behind this persistence is the
simplicity and high accuracy associated with labeled data and trained models. However,
labeling data and training deep learning models is resource-intensive, time-consuming,
and requires expertise in deep learning.

In our work, we harness several computer vision models such as SuperGlue [14], Seg-
ment Anything [15], and CLIP [16] to create a zero-shot cucumber phenotyping framework.
We also propose the utilization of a B-spline curve as the medial axis in our cucumber
phenotyping pipeline. This innovation enhances the accuracy of cucumber length and
width measurements, addressing a crucial aspect of cucumber phenotyping. In summary,
we present a novel and comprehensive computer vision pipeline designed to measure the
size of cucumber samples from images captured using a smartphone camera. Crucially,
our proposed pipeline eliminates the requirement for data labeling and model training,
simplifying the phenotyping process while maintaining high accuracy.

The rest of the manuscript is structured as follows: Section 2 details the field site
experimental setup and imagery platform. Section 3 explains the proposed framework.
Section 4 presents the experimental results and compares the proposed framework to other
plant phenotyping methods. Finally, Section 5 provides a summary and discusses the
advantages and disadvantages of the proposed framework.

2. Materials and Equipment
2.1. Field Site and Experimental Setup

For the purpose of data collection, we prepared 277 cucumber cultivars in a 6.5 m × 65 m
field. The plants were organized in rows, and the distance between 2 rows was 0.4 m. The
field site was located in Anseong-si, Gyeonggi-do, Republic of Korea. Data collection was
conducted in two different seasons: the spring season (20 June 2022) and the fall season
(20 October 2022). The images of cucumber samples were taken 10 days after fertilization.

2.2. Imagery Data Collection Platform

We constructed a data collection platform, as shown in Figure 1. The platform includes
2 rulers and a color checkerboard. The rulers were used to estimate the conversion ratio
between a pixel and a length unit, and the color checkerboard was used for color calibration.
The plant samples were put on the remaining region of the platform. The color of the
platform was uniform and highly contrasted with the fruit color for ease of the image
segmentation process. The dataset used in this study was acquired using a Samsung Galaxy
Note 10 plus smartphone, which is equipped with a rear camera featuring a high resolution
of 12 megapixels, an aperture of f /1.5, with advanced autofocus capabilities.
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Figure 1. Data collection platform.

3. Methods
3.1. Overview of Image Processing Pipeline

Figure 2 illustrates an overview of our method. The whole pipeline includes four
modules: orientation correction, image segmentation, color correction, and measurements.
At the beginning, an input image of cucumbers is warped and cropped using a platform
template as a reference. The cropped image is then fed to the image segmentation module
to extract cucumber masks, while the color correction module calibrates the color of the
cropped image using the color checker on the board. We reuse the color correction module
from previous work [6], which first extracts colors from the color checker board of the
input image, then performs color correction on the input image to match the color space
of the reference template. Finally, the masks and color-calibrated images are fed to the
measurement module to extract important phenotypes, including the width, length, and
color of the cucumber.

Orientation
Correction 

(Section 3.2)

Image Segmentation 
(Section 3.3)

Length and Width
and  Measurement 

(Section 3.4)Platform template

Input image

Warped

Masks

Length

Width

Phenotypes

Figure 2. An overview of the proposed method.

3.2. Orientation Correction

A well-constructed imagery platform where the camera is installed in a way to capture
a birds-eye view of the sampling board is costly and sometimes impractical when mobility
is required (e.g., capturing images on the field). We relax the constraint of camera pose by
proposing the orientation correction module. The purpose of this module is to re-align the
input image using the platform template as a reference, hence simplifying the downstream
processing modules. Specifically, from the resolution of the platform template image and
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the rulers on the platform, we can deduct the pixel-to-length constant kp2cm (cm/pixels) of
the platform template to convert any measurements in pixels to centimeters as follows:

mcm = kp2cmmpixels , (1)

where mcm and mpixels are measurements in centimeters and pixels, respectively. Since
the input image is warped according to the template, we can apply Equation (1) to any
measurements from the warped image.

Under the assumption of the pinhole camera model, two images of the same scene
are related through a homography matrix H, if either the scene is planar or the camera
motion is purely rotational [17]. The homography matrix H is a 3× 3 matrix with 8 degrees
of freedom (DoF), which maps a point of a source image pi to a point in the target image p′i,
as follows:

p′i =

x′i
y′i
1

 = Hpi = H

xi
yi
1

 . (2)

Since the platform we use is a flat surface, we can employ homography transformation
(also called perspective transformation) to warp an input image to match the view of the
platform template according to Equation (2).

Estimating the homography matrix is a well-established topic in the computer vision
field. Traditionally, the homography estimation framework consists of three steps: keypoint
detection and correspondence matching, followed by direct linear transformation (DLT).
Handcrafted features such as SIFT [18], SURF [19], and ORB [20] are often used to extract
and match keypoints. Direct linear transformation is used to solve a linear system of
equations constructed from correspondence pairs of two views to obtain a homography
matrix H. More recent research on homography estimation is deep-learning-based. Direct
regression methods [21–23] regress 4-point homography directly from a pair of images and
achieve comparable performance with handcrafted features methods. A major drawback
of direct regression methods is that 4-point homography representation breaks spatial
structures. In [24], the authors propose a perspective field (PFNet) to predict bijective pixel-
to-pixel linear mapping to address the drawback of direct regression methods. PFNet [24]
achieves robustness to different lighting conditions but not for big viewpoint changes [25].
Applying perceptual loss [25] functions helps decouple presentation for homography
estimation and image comparison, hence improving the robustness for both lightning
conditions and big changes in viewpoint. SuperGlue [14] proposes learning feature matching
using an attention graph neural network, and when combined with SuperPoint [26], it
achieves good performance for both indoor and outdoor images.

We select SuperGlue [14] for homography estimation because its pretrained model is
available and performs well for both indoor and outdoor scenes. Figure 3 illustrates the
flow of the orientation correction module. Initially, an image of cucumber samples and a
platform template serve as an image pair. Subsequently, corresponding point pairs between
the two input images are generated using the SuperGlue algorithm. These correspondences
are then utilized to estimate the homography matrix H between the two views. Finally, the
image of cucumbers is warped using the perspective transformation with the homography
matrix H.
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Figure 3. Orientation correction module.

3.3. Image Segmentation

We create an effective zero-shot framework for segmenting cucumbers from an image
by combining two widely used zero-shot models: segment anything (SAM) [15] and
contrastive language–image pretraining (CLIP) [16]. Figure 4 illustrates an overview of the
proposed image segmentation pipeline, which consists of two steps: (i) obtaining object
masks via SAM (Figure 4a) and (ii) classifying segmented objects with CLIP (Figure 4c) and
only keeping objects that are classified as a cucumber.

Image Segmentation with SAM: Segment anything (SAM), developed by [15], stands
as a state-of-the-art foundational model for image segmentation and offers several pre-
trained models trained on the extensive SA-1B dataset, comprising more than 1 billion
masks from 11 million images. The SAM model architecture consists of three key modules:
an image encoder, a prompt encoder, and a mask decoder (see Figure 4a). The image
encoder takes an input image and produces an image embedding. The prompt encoder
can handle two types of prompts: sparse (points, boxes, and texts) and dense (masks).
By combining the image and prompt embeddings, the mask decoders generate masks for
segmentation. Since prior knowledge of the cucumber’s location in the input image is
unavailable, a 32 × 32 point grid is employed as an input prompt to extract masks. Addi-
tionally, the input image is warped according to the template, allowing for the definition of
exclusion regions in the phenotyping platform where the cucumber is not present. Further
improvements to the prompts can be achieved by eliminating point prompts in these exclu-
sion regions. This prompt generation pipeline is shown in Figure 4b. However, when using
point grids as input prompts, the obtained masks include many duplicate masks and noise
blobs from the background. To address this, we filter these masks by removing those that
are too small or too large and merging masks that are duplicated or highly overlapping.
Specifically, we employ a mask post-processing module to process masks resulting from the
SAM model. The outputs of the mask post-processing module consist of masks with sizes
that fall within the range of 0.05% to 50% of the image area. For merging duplicated masks,
we set both the overlap threshold and the Intersection over Union (IoU) threshold to 0.9.
Details about the mask post-processing steps can be found in the pseudo-code provided in
Algorithm 1.
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Algorithm 1 Mask post-processing

1: selected_masks← []
2: for each mask in output_masks do . loop through SAM’s output mask list
3: mask, mask_area← find_largest_contour(mask)
4: if min_area ≤ mask_area ≤ max_area then
5: selected_masks← selected_masks ∪mask
6: end if
7: end for
8: f inal_results← []
9: while selected_masks 6= ∅ do

10: pivot_mask← selected_masks.pop() . remove one element from elected_masks and
assigned it to pivot_mask

11: for each mask in selected_masks do
12: iou, overlap_ratio ← calc_mask_overlap(pivot_mask, mask)
13: if (iou > iou_threshold) or (overlap_ratio > overlap_threshold) then
14: pivot_mask← pivot_mask ∪mask
15: end if
16: end for
17: f inal_results← f inal_results ∪ pivot_mask
18: end while
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Figure 4. Image segmentation pipeline with SAM and CLIP.

Classify segmented objects with CLIP: Despite the mask post-processing step on
SAM outputs, the obtained masks still contain many unwanted objects, such as black blobs
from the backgrounds and sample identifiers. To filter out these unwanted masks, we
employ CLIP to classify all segmented objects. Contrastive language–image pretraining
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(CLIP) [16] is a foundation model for text–image pairs that achieves remarkable perfor-
mance on zero-shot classification tasks. The CLIP model consists of two modules: an image
encoder and a text encoder. A classification pipeline for segmented objects is shown in
Figure 4c. We extract object images from the input image using the masks obtained from
SAM and the post-processing pipeline and then feed them to CLIP’s image encoder to create
image embeddings Ii. To generate the text embeddings, we define several text prompts
in the format “A photo of an [object class]” where object classes are [“cucumber”, “dark
blob”, “text note”]. These text prompts are input to the text encoders, resulting in text em-
beddings {Tc}3

c=1. Next, we calculate the cosine similarity between the image embedding
and the text embeddings. The predicted class for each segmented object is determined as
ĉ = arg maxc(Ii · Tc). We only kept the segmented objects with the predicted class “cucum-
ber” and discarded the rest.

3.4. Measuring Length and Width

After obtaining the masks from the previous steps, we can measure the width and
height of cucumbers from the obtained masks. The length of a cucumber is defined as
the length of the predominant medial axis segment excluding the stem part (see Figure 5).
However, defining the width of a cucumber is not straightforward, as there are an infinite
number of lines perpendicular to the medial axis. Therefore, we propose profiling the width
of cucumber by measuring it at various points along the medial axis w = (w1, . . . , wn), as
shown in Figure 6. If a single value to represent the width of a sample is desired, we can
use the median of width profile w̃ = med(w).

medial axis  
(with stem) 

medial axis  
(without stem) 

Figure 5. Cucumber length is defined as the length of the medial axis segment without stem. The
medial axis segments are denoted as green curves, and their endpoints are highlighted as red dots

An overview of the measuring pipeline is illustrated in Figure 7. Starting with an input
mask obtained from the image segmentation step, a morphological skeletonization [27]
is applied to the input masks to reduce the binary masks to a 1-pixel-wide skeleton, also
known as the medial axis. Next, we parameterize the skeleton as a B-spline curve [28]
and then proceed to profile the input mask along the B-spline medial axis. The width of a
cucumber sample is calculated from its mask’s width profile, as mentioned above. From
the width profile, we can detect the transition point between the stem part and the body
part, which is referred to as the stem point. Finally, the length of a cucumber is determined
as the length of the medial axis curve segment between the stem point and one end of the
medial axis.
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Figure 6. The width of a sample is measured along its medial axis, and the values of the width are
plotted against the cumulative length along the medial axis.

Length

Input Mask 
B-spline medial axis 

(green curve) 

Width profiling 
(cyan lines) 

Stem point detection 
(red dot) 

Skeletenization 
(red curve) 

Figure 7. Width and height measurement pipeline.

A B-spline is a piecewise polynomial function that is commonly used in many fields
for curve and surface representation. A B-spline curve of degree k is defined using n + 1
control points {Qi}n

i=0 as follows:

Q(t) =
n

∑
i=0

Ni,k(t)Qi , (3)

where the basis function Ni,k is often defined recursively using the Cox-de Boor formula:

Ni,k =
t− ti

ti+k − ti
Ni,k−1(t) +

ti+k+1 − t
ti+k+1 − ti+1

Ni+1,k−1(t) , (4)
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and

Ni,0(t) =

{
1, if ti ≤ x ≤ ti+1

0, otherwise
. (5)

Each scalar ti is called a knot, and the knot sequence is nondecreasing, which means
ti < ti+1.

Given a set of m data points P = {pi}m
i=1, with each pi = (xi, yi) represented as a

2D point, we can fit a bivariate B-spline curve Q(t) to the data P, resulting in a smooth
curve that fits the input data. A B-spline curve is parameterized via knot t, and a point on a
bivariate B-spline curve is defined by (x, y) = Q(t). Consequently, the order of points in
data can significantly influence the resulting B-spline curve. Unfortunately, the skeleton
image only provides the locations of points on the medial axis, not the sequence in which
the points appear. Additionally, the skeleton obtained from morphological operations may
contain several branches and noise, depending on the shape of the input binary mask.
To ensure consistency when constructing the B-spline medial axis, the data P must only
contain the points of the main branch. We address these two problems by constructing path
graph Gp from the list of data points P.

In graph theory, a path graph is a simple graph that consists of a single chain of nodes
connected by edges. In other words, a path graph contains exactly two leaf nodes (node
degree = 1), while the other nodes have exactly two neighbor nodes (node degree = 2), and
does not have self-loop edges. We use Algorithm 2 to construct the path graph Gp from a
skeleton image. Algorithm 2 starts with collecting all foreground pixels pi = (xi, yi) from
a binary morphological skeleton image. Then, we construct a radius graph Gr from the
set of foreground pixels {pi} and with a radius r. The radius graph Gr({pi}, r) takes in all
the points in {pi} as nodes and connects to two nodes if the euclidean distance between
them is less than r. Assuming the skeleton is continuous, due to the discreteness of the
pixel grid, the maximum distance between two adjacent pixels is

√
2, and the minimum

distance between two non-adjacent pixels is 2. Therefore, by selecting r = 1.5, the radius
graph G({pi}, r = 1.5) only connects adjacent pixels. The next step is finding the leaf nodes
in the radius graph Gr by calculating the nodes’ degrees. The degree of a node is the number
of edges connected to it. Hence, a leaf node that has a degree of 1 can be used to determine
the start or end point of a path.

Let A = [auv]u,v∈{1,m} be the m×m adjacency matrix of the radius graph Gr, where an
element auv of the adjacency matrix A represents the edge value between nodes u and v.
auv = 1 indicates that node u is connected to node v, while auv = 0 indicates no connection
between the nodes. The degree du (excluding self-loop) of a node u can be calculated
as follows:

du =
m

∑
v=1

auv − 1 . (6)

If the number of leaf nodes in the radius graph Gr is 2, Gr has only one branch, making
it a path graph. When there are more than two leaf nodes, it indicates that the radius graph Gr
contains multiple branches. As mentioned earlier, utilizing the main branch enhances the
consistency of medial axis estimation. The main branch is defined as the longest path that
starts from one leaf node and ends at another leaf node. By calculating the path lengths
for every possible pair of leaf nodes, we can determine the main branch as the longest one.
The length of a branch is defined as the shortest route to travel from one of its leaf nodes to
another leaf node.
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Algorithm 2 Constructing path graph from skeleton

1: coord_list← []
2: for each pixel in skeleton do
3: if pixel.value == 1 then
4: coord_list← coord_list ∪ pixel.coords
5: end if
6: end for
7: graph← get_radius_graph(coord_list, radius)
8: node_degrees← calc_node_degrees(graph)
9: lea f _nodes← f ind_lea f _node(node_degrees, graph)

10: if len(lea f _nodes) == 2 then
11: path_graph← graph
12: else
13: min_num_nodes← 0
14: node_pairs← combination(lea f _nodes, 2)
15: for src_node, target_node in node_pairs do
16: route = graph.shortest_path(src_node, target_node)
17: if len(route) > min_num_nodes then
18: path_graph← graph
19: end if
20: end for
21: end if

Once the path graph Gp is created, a B-spline curve is obtained by fitting it to Gp. The
B-spline curve Q(t) is parameterized by t ∈ [0, 1], where t = 0 and t = 1 are associated
with the two ends of the B-spline curves, which are closely fit to the two leaf nodes of Gp.
As discussed above, the skeleton obtained from the morphology process does not touch the
boundary of the binary mask. Therefore, the length of the B-spline curveQ(t) segment with
t ∈ [0, 1] is always less than the actual length of the cucumber. Therefore, we extend the
range of knot values from t ∈ [0, 1] to t ∈ [−δ, 1 + δ] with a small constant δ > 0. In essence,
this means we extend the polynomial curves at the two ends of the B-spline curve Q(t)
with t ∈ [−δ, 1 + δ]. We can find the two end points of the cucumber as the intersections of
the extended B-spline curve Q(t) and the boundary of the input mask. Then, we add the
two new end points to the path graph Gp and construct a new B-spline curveQ′(t). The new
B-spline curve Q′(t) is parameterized via t ∈ [0, 1], with t = 0 and t = 1 corresponding to
the two ends of the cucumber mask. The length of the cucumber including the stem part is
calculated as:

l =
∫ b

a

√
(

dx
dt

)2 + (
dy
dt

)2dt , (7)

where Q′(t) = (x(t), y(t)), and the interval [a, b] = [0, 1]. Equation (7) can be approxi-
mated using the chord length method. Similarly, we can calculate the length of a cucumber
excluding the stem part by finding the transition point ts between the stem and body of a
cucumber and using Equation (7) with the interval [a, b] = [ts, 1].

We detect the stem parts of a cucumber based on two observations. Firstly, many
cucumber samples come with long and narrow stems. For this kind of sample, the transition
from the stem part to the body part is abrupt, which reflects on the width profile as a spike
in the change in width (see Figure 8a). We can detect the transition point by detecting the
peak of the width change rate. The width change rate is calculated as follows:

δi = |wi − wi−1|, i ∈ [1, n] , (8)

where wi is the width of a cucumber measured at the i-th position of the medial axis, and
δ1 = 0. Consequently, the peak of the width change rate is calculated as δmax = max({δi}).
If αδmax > w̃, where α is a hyperparameter and w̃ is the width median, a cucumber has
a long and narrow stem, and the transition point is at the peak width change rate (see
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Figure 8a). Otherwise, the cucumber either comes with a short and thick stem or does
not have one (see Figure 8b). In this case, the stem is determined via its relative width
compared to the cucumber width. Specifically, we use a hyperparameter β to calculate
the maximum stem width smax = βw̃ and use it as a threshold to determine the transition
point (see Figure 8b). To find the optimal values for α and β, we perform a grid search on
the test set, and the results are shown in Table 1. As can be seen from Table 1, the optimal
parameters are α = 0.2 and β = 0.4.

(a) Long stem (b) Short stem

Figure 8. Detecting stem via width profile.

Table 1. Finding the optimal values for α and β using grid search. We report the MAPE of the
predictions against the ground truth. The best MAPE value is highlighted in bold.

β = 0.1 β = 0.2 β = 0.3 β = 0.4 β = 0.5

α = 0.1 3.17 2.74 2.42 2.33 2.46
α = 0.2 4.11 3.13 2.43 2.20 2.42
α = 0.3 4.59 3.28 2.48 2.21 2.47
α = 0.4 4.80 3.39 2.51 2.21 2.47
α = 0.5 4.91 3.42 2.51 2.21 2.48

4. Results
4.1. Dataset

To test the effectiveness of the proposed method, we created a small test set comprising
90 images, each containing 412 cucumber samples. We manually measured the length of
each sample using the popular open-source software ImageJ [29]. We manually labeled the
medial axis for each of the cucumber samples by drawing a polyline and used the rulers in
the image to estimate the pixel-to-length constant kp2cm. The length of the medial axis is
then calculated automatically via ImageJ software.

4.2. Results on Length Measurement

In Section 3.4, we discuss the limitations of morphological skeletons, which are clearly
visualized in Figure 9. The morphological skeletons often do not intersect with the masks’
boundaries. Furthermore, they are sensitive to noise, resulting in skeletons with several
branches and a lack of smoothness. In contrast, our utilization of B-spline medial axes
yields a successful, closely fitted solution that effectively addresses the shortcomings of
the morphological skeletons. Figure 9 also demonstrates the effectiveness of our proposed
method in detecting the stem part of the cucumbers.
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Mask Skeleton B-spline medial
axisSample Mask Skeleton B-spline medial

axisSample

Figure 9. Visualization of the measurement pipeline that takes in an input mask, estimates the
B-spline medial axis, and then detects the stem part. The two end points of the B-spline medial
axis are highlighted as red dots, and the transition point between the stem part and body part is
highlighted as yellow dots.

In essence, the proposed method is equivalent to manual measurement when deter-
mining the length of a cucumber, with the distinction that all steps are automated. When
measuring manually, the medial axis is approximated using about 6 to 10 line segments,
whereas in our approach, we divide the B-spline medial axis into 200 line segments before
calculating its length using the chord length method. This approach reduces the quantization
error caused by a small number of line segments.

Figure 10 displays the error distribution of length measurements when combining
all modules. As shown in Figure 10, the proposed method achieves a MAPE of 2.20%,
and 92.96% of the samples have an error within ±5%. The method performs particularly
well on larger samples. Upon investigating the cases of failure, we discovered that most
errors stem from the detection of the stem part. Detecting the stem part in unripe cucumber
samples poses a particular challenge because the width of the stem part is very similar to
that of the body part. Addressing this problem fully would require a supervised machine
learning method, which we leave for future work.
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Figure 10. Error distribution on the test set. The histogram on top size shows the size in length
distribution the samples. The histogram on the right size illustrates the distribution of the error (%).
The main plot shows the relationship between the error (%) and the size of the samples.
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5. Conclusions

In this study, we have introduced a straightforward yet highly effective framework
for the measurement of essential cucumber phenotypes, specifically focusing on length
and width. Our framework leverages recent advancements in deep learning models,
particularly in image registration, segmentation, and classification, which have granted
pretrained models the remarkable ability for zero-shot learning. By harnessing the power
of these models, we have devised a cucumber phenotyping system that stands out for its
ability to operate without the need for labeled data or model training.

One of the noteworthy innovations we propose in this framework is the utilization of a
B-spline curve as the medial axis. This decision has proven to be instrumental in enhancing
our ability to accurately measure the length and width of cucumbers. The B-spline curve not
only provides a robust representation of cucumber morphology but also aids in overcoming
the challenges associated with accurately measuring these traits. Our results demonstrate
that our approach achieves significant success in predicting cucumber phenotypes, as
exemplified by a MAPE of 2.20%. Furthermore, 92.96% of the samples have an error rate
of less than 5%, highlighting the reliability of our method, particularly on larger samples.
However, it is crucial to acknowledge that challenges remain, especially concerning the
accurate detection of the stem part in unripe cucumber samples. The similarity in width
between the stem and body parts poses a unique challenge that warrants further attention.
To fully address this issue, a supervised machine learning method may be necessary. While
we leave the development of such an algorithm to future work, it represents an essential
avenue for continued research in cucumber phenotyping.

Each type of plant has a different shape, thus requiring different specifications for
measurement. Since our measuring pipeline is tailored for cucumbers, it cannot be applied
directly to other plants. Nevertheless, there are a few takeaways from the research that
can be used to develop measurement pipelines for different plants. Firstly, we propose
a template-based orientation correction module to warp the input image to match the
orientation of the template. This is a cost-effective alternative compared to building a
sophisticated phenotyping platform and can be trivially applied to different template
designs. Secondly, we propose a zero-shot segmentation module using SAM and CLIP. This
approach is suitable when the color and texture of the object of interest are fairly consistent
and distinguishable from the background. This assumption is reasonable since we can
always design an appropriate template tailored specifically to the object of interest, and
the orientation module does not require any specific template. Finally, we propose using
a B-spline curve to improve the consistency of length measurement, which is robust to
noise from segmentation results. Therefore, it is a better alternative compared to directly
using the morphological skeleton. This insight can be applied to other plant phenotyping
methods that are based on the morphological skeleton to extract the medial axis.

In conclusion, our proposed trait measurement framework represents a significant step
forward in cucumber phenotyping. By capitalizing on recent advances in deep learning
and innovative techniques like the B-spline curve, we have achieved highly accurate results
without the need for extensive labeled data or model training. Nevertheless, we recognize
the ongoing challenges, particularly in stem part detection, and look forward to future
advancements in this field.
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